Web Archiving Inconsistency: A Research Agenda
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Scaling web applications usually boils down to a tradeoff between
consistency and latency. Very large web operations typically
favor low latency, hence purposefully sacrifice strict consistency
in the sense of serializability. By definition, the breakdown of
serializability may cause the web applications to disseminate,
albeit ephemerally, inaccurate and even contradictory information.
If captured and preserved in the web archives as historical
records, such information will degrade the overall archival
quality. Despite its near omnipresent in the popular web, such
relaxation in data consistency is not widely reported nor
thoroughly studied by the web archiving community.
A prior study [1] provided tools to estimate the theoretic bounds
of data inconsistency. However, such estimations require inside
knowledge of the specific system used to build the web service,
which is rarely available to the public. In addition, this estimate
only bounds the inconsistency stemming from key-value pair
replication, and does not take into consideration its compounding
introduced by the application logic and the other sources of
inconsistency from the web stack, such as caching. The exemplary
inconsistency bounds reported in prior studies [1-4] are typically
too low to be discernible by human users. However, even cursory
browsing experiments can easily expose the contradictory
information disseminated by popular web applications such as
Twitter, Facebook, and Sina Weibo, themselves considered highly
valuable for long-term preservation. There exists an obvious need
to bridge the gap between the seemingly harmless inconsistency
indicated by the key-value store benchmarking and the obvious
information contradictions as displayed in the actual web
applications built on top of them.
To assess the extent to which data inconsistency impacts the
archival quality, we adopted a black box approach and built a
simplified feed-following application using the cloud-base keyvalue store DynamoDB. We then simulated its operation with
synthetic workloads similar to Twitter timeline requests [5]. The
results indicated that a non-trivial portion of the timeline archive
may contain observable inconsistency, and the inconsistency
window may extend significantly longer than that observed at the
data store. In our experiment, as much as 6.27% of the responses
contain observable conflicts, and on average they are observed
823 seconds after the missing messages are created. This
inconsistency window is in agreement with the Twitter and Weibo
browsing experience, indicating the compounding effect creates
much higher inconsistency than the reported theoretic bounds.
While the simulated study described above gets us closer to better
understand web archiving inconsistency, it does not directly
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address the specific inconsistency resulting from archiving a
specific web site. By nature such inconsistency may differ from
one web application to another and drifts even within the same
web application when the systems, software, or the load changes.
For example, the Twitter Streaming API and the Timeline API
may show different inconsistency levels, and the Timeline API’s
inconsistency level may also drift depending on the Twitter load
and other factors. Work is currently underway to start detecting
and documenting these levels of inconsistency in Twitter and Sina
Weibo within the NISO Altmetrics Data Quality Working Group.
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